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Corpus Use

A corpus is a set of data (texts) in a natural language.
Corpus use

• Generally: data for studying natural language.
• Linguists: analyses of language phenomena, language changes over

time.
• Lexicographers, teachers: dictionaries, word senses, examples of a

typical use.
• Sociologists: style and theme, hot topics.
• Marketing experts: brands/product evaluation, sentimet analysis.
• Statistical NLP: language models for taggers, analysers, translation

systems, predictive writing,…
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Corpus Text Sources

• Printed media: books, newspapers, magazines, poetry collections
• The internet: articles, presentations, blogs, discussions, socnet

messages (tweets, fb)
• Speech: transcription of speech recordings, movie subtitles
• Other: personal correspondence, school essays
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Traditional Text Corpora

British National Corpus, Czech National Corpus SYN,…
Creation

• Commisioned by a government office, an academic institution or a
publishing house

• Sources – mostly printed media – publishers, book scanning, dialogue
transcriptions
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Traditional Text Corpora

Advantages
• Regulated content (various genres and styles represented equally)
• Rich and informative metadata (author, title, year of publishing,

genre, style, domain, geographic area, author’s
genre/age/education/language proficiency)

• Error correction

Disadvantages
• Size
• Difficult to obtain source data – high cost
• Copyright issues – high cost
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Size Matters I

There is no data like more data (Mercer, 1985)
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Size Matters II

Most language phenomena follow the Zipfian distribution.
⇒ The more data the better.
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Size Matters III

Sketch Engine user support
Q: How large a corpus has to be to be large enough?
A: Large enough to contain plenty of evidence of the phenomenon you are
studying!
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Size Matters – Example: Czech Thesaurus

Thesaurus of adjective “předpotopní” (“antediluvian”, “prehistoric”)
generated from Word Sketch collocations in Czech corpora
csSkELL (1.7 bn. tokens) vs. csTenTen17 (12 bn. tokens)
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The Answer: Web as a Language Resource

The web is the largest corpus.
⇒ The idea and an ACL special interest group „Web as Corpus“

• Marco Baroni (University of Bologna) – WaC corpora
• Adam Kilgarriff (Lexicography MasterClass, Lexical Computing) –

Sketch Engine
• Serge Sharoff (University of Leeds)
• Egon Stemle (EURAC)
• Roland Schäfer & Felix Bildhauer (Freie Universität Berlin) – Web

Corpus Construction, CoW corpora

http://sigwac.org.uk/
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Benefits of Web Corpora

• Huge data
• Larger wordlist (more words)
• Better examples of word usage in sentences
• Better coverage of sparse language phenomena
• More data for more accurate language models

• Various types of documents
• Current form of written language
• Easy to access

• ⇒ cheap
• ⇒ easy to update corpora
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Web Corpora Are Bigger – Word Sketch Collocations

Example: Modificators of phrase „deliver speech“ (frequency):
• BNC (96 M words): major (8), keynote (6).
• ukWaC (1,32 G words): keynote (125), opening (12), budget (8),

wedding (7).
• enTenTen12 (11,2 G words): keynote (813), acceptance (129), major

(127), wedding (118), short (101), opening (97), famous (80).
• enTenTen15 (15,7 G words): keynote (3673), opening (684), welcome

(413), key (257), major (255), acceptance (233), powerful (229),
commencement (226), inspiring (210), inaugural (146).

• enClueWeb09 (70,5 G words)1: keynote (3802), acceptance (1035),
opening (589), famous (555), commencement (356), impassioned
(335), inaugural (333).

1Collected by University of Massachusetts and Carnegie Mellon University
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Size Is Not Everything …

A significant fraction of all web pages are of poor utility (Manning, 2008)
– Still true! Why are qualitative aspects so important?

• Web is the most used data source to obtain enough source texts ⇒
‘Web as Corpus’

• Web is garbage ⇒ ‘Garbage as Corpus’?
• Building corpora from web requires extensive post-processing.
• What makes a good corpus?
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What makes a good corpus?

Natural (fluent, coherent) sentences in the target language
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Issues of Web Corpora

• Unwanted content
(other than natural sentences in the target language)

• Duplicates
• Human errors

(lexical, syntactic,…)
• Technical issues

(effective crawling, processing of arbitrary text)
• Unordered, messy ⇒ What is inside?
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Issues of Web Corpora – Unwanted Content

Other than natural sentences in the target language
• Boilerplate, isolated words:

• web page navigation,
• tables,
• captions,
• copyright notices

• Computer generated (poor quality) text:
• nonsense spam,
• machine translated text,
• copywriting (?)

• Language identification
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Issues of Web Corpora – Duplicates

• Exact vs. near duplicates
• Document/paragraph level
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Issues of Web Corpora – Human Errors

• Correcting typos or poor style not needed
• More frequent word forms or style prevail over mistakes
• Slightly noised data still give good results

• A small number of mistakes (relative to the size of the corpus) does
not mean you cannot use the corpus
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Issues of Web Corpora – Technical Issues

• Effective crawling – effective use of sources
• Processing of arbitrary text

• Tools ‘working in a laboratory’ often fail processing real web text

• Effective storage & querying – corpus manager
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Issues of Web Corpora – What is inside?

• Corpus similarity
• Corpus homogeneity
• Distribution of text types

• Topics
• Genres
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Unwanted Content – Case I

Boilerplate Removal
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Boilerplate Removal – Definition

• Repeated parts of a web page (not containing a new text) – header,
footer, navigation

• Uninteresting text (too short or not continuous) – advertisement, lists
of items, article previews

• Discussions (?)
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Boilerplate Example
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Boilerplate Removal Approaches

• Machine learning (SVM, CRF, neural networks, n-gram models):
• Annotated web pages required for training.
• Victor (CRF),
• Ncleaner (n-grams).

• Heuristics:
• Rules for including/excluding sections of text.
• BTE (tag density),
• Boilerpipe (link/text ratio),
• Justext (link/text ratio, frequent words, context sensitive – smoothing).
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Site Style Tree (Yi, 2003)

• Takes into account both layout and content of a web page
• Node importnace = node entropy over the whole Site Style Tree

Source: Ján Švec: Inteligentní detekování struktury webu, p. 32. Online: http://is.muni.cz/th/420072/fi_m/.
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Justext (Pomikálek, 2011)

• Heuristic approach
• Thresholds for frequent words density and link/text ratio
• Context sensitive paragraph classification:
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Boilerplate Removal Works – Word Sketch of ‘Home’
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Boilerplate Removal Works – Word Sketch of ‘Back’
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Unwanted Content – Case II

Fighting Web Spam In English Web Corpus enTenTen15
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Can You Understand These Pieces of Text?

Edmonton Oilers rallied towards get over the Montreal Canadiens 4-3
upon Thursday.Ryan Nugent-Hopkins completed with 2 aims, together
with the match-tying rating with 25 seconds remaining within just
legislation. (http://masterclasspolska.pl/forum/, 2015)

1 Backup up the VM, go in quot Betting quot - gt quot Texting touch
shield quot Selected Experience experienced Biography In ras processing
field for 40 hours, mostly ignorant until last 7 apps.Being Seattle, Wa
Interests Submit, RVing Narrator Pastor Incoming Call Use Eater Default
AV nix antivirus 4. (http://narucodi.blg.lt/07-2016759.php, 2015)
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Search Engine Perspective I

Traditional: Actions intended to mislead search engines into ranking some
pages higher than they deserve. (Gyöngyi, 2005)
Google: Text…(Google quality guidelines, 2017)

• translated by an automated tool without human review or curation before
publishing,

• generated through automated processes, such as Markov chains,

• generated using automated synonymising or obfuscation,

• generated from scraping Atom/RSS feeds or search results.

• stitching or combining content from different web pages without adding
sufficient value.
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Search Engine Perspective II

Seznam.cz (a Czech web search engine): A web page created with a bad
intention is a spam too. (Personal meeting, 2015). Includes penalising e.g.
a fan made site of a TV show pretending to be the original authorised site
of the show.
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What Is a Desirable Content?

• Good content: Authentic use of words in a natural context.
Coherent and consistent, meaningful sentences

• Undesirable content: Nonsense, incoherent or any unnatural text.
Automatically generated content

• Special cases, e.g. poetry, require separate consideration
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Undesirable automatically generated content

• Constructed to fool search engines: Inserted keywords, stitched
phrases, paragraphs copied from other sites, words replaced by
synonyms

• Good intentions yet undesirable: Automated summaries, e.g. stock
exchange reports, sport match results, weather forecast

• Machine translation
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Semi-Automatic Approach To Spam

• Collocation wordlist: buy-object-viagra etc. (find manually)
• Filter such documents
• Filter such (mostly hacked!) domains
• About 5G words removed from a 30G corpus
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Removing Spam Using a Supervised Classifier

• 1,630 web pages from 2006 to 2015 were annotated manually
• 146 positive instances of spam (9 % of the collection).

• spam pages promoting medication, financial services, commercial essay
writing and other subjects from 2013, both phrase level and sentence
level incoherent texts (mostly keyword insertions, n-grams of words
stitched together or seemingly authentic sentences not conveying any
connecting message) were represented.

• A classifier was trained using FastText (Mikolov, 2016)
• and applied to a large English web corpus from 2015,
• 35 % of corpus documents were removed – preference of the recall

over the precision.
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Evaluation I – Crossvalidation

• Crossvalidation on the 1,630 web pages collection
• With preference of the recall
• Precision: 72 %, recall: 71 %
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Evaluation II – 2015 Web Corpus

• Manual check of 299 random 2015 web documents classified as
non-spam and 25 classified as spam

• Precision: 40 %, recall: 28 %
• The classifier was not able to recognise non-text.
• 17 of 26 unrecognised documents were scientific paper references or

lists of names, dates and places
• The non-text should have been removed by other tools in the cleaning

process.

• Not counting these 17 non-texts, the recall would reach 53 % which is
still far from perfect.

• A future version of the classifier will be trained on more data
including non-text samples and spam concordance lines reported by
Sketch Engine users.
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Comparing Word Counts
The Original And The Cleaned 2015 Web Corpus

• The relative count of usual spam related keywords dropped.
• Words not typically associated with spam were affected less.

Original Cleaned Kept in cleaned
Document count 58.4 M 37.8 M 64.7 %
Token count 33.1 G 18.4 G 55.4 %
“viagra” – count per M 229.71 3.42 0.8 %
“cialis 20 mg” 2.74 0.02 0.4 %
“aspirin” 5.63 1.52 14.8 %
“oral administration” 0.26 0.23 48.8 %
“loan” 166.32 48.34 16.1 %
“payday loan” 24.19 1.09 2.5 %
“cheap” 295.31 64.30 12.1 %
“interest rate” 14.73 9.80 36.7 %
“essay” 348.89 33.95 5.4 %
“essay writing” 7.72 0.32 2.3 %
“pass the exam” 0.34 0.36 59.4 %
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Comparing Keywords – Original vs. BNC
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Comparing Keywords – Cleaned vs. BNC
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Comparing WS – 2008 vs. Original vs. Cleaned
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Comparing WS – 2008 vs. Original vs. Cleaned
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Spam Conclusion

• Non-text classifier applied to corpus enTenTen15, better collocations
of spam targeted words, further improvements coming.

• Spam still a big issue for fully automatic processing
• Semi-automatic approaches simple and powerful

• But language dependent
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Unwanted Content – Case III

Discerning Languages In Czech Web Corpus csTenTen17
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Languages Discerned In Processing csTenTen17 Data

• Czech – allowed to get to the final corpus
• Czech without diacritics
• Slovak
• Slovak without diacritics
• English
• German
• Polish
• Slovene
• Croatian
• Russian
• French
• Spanish
• Italian
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5 % of paragraphs were removed

Examples of removed text (non Czech words in bold):
23 Solo Pieces for La Naissance de L’Amour je soundtrackové album
velšského multiinstrumentalisty Johna Calea. Album vyšlo v roce 1993 u
vydavatelství Les Disques du Crépuscule. Album produkoval
Jean-Michel Reusser.2

Nice hotel at a good location. Rooms very good, but beds a little bit
hard. The staff was nice and helpful. Nice location close to Konakli
center with lot of shops and market on Wednesdays. Nice... celá
recenze s možností překladu.3

2Text source:
https://cs.wikipedia.org/wiki/23_Solo_Pieces_for_La_Naissance_de_L'Amour

3Text source: https://www.ellagris.cz/turecko/turecka-riviera/alanya/
royal-garden-select-626634
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Corpus frequency wordlists

Czech Czech no diac. Slovak Slovak no diac.
který 8395917 bylo 6895481 keď 1222751 ze 910030
bude 8367336 aby 6637007 ak 1155099 mi 882506
byl 8026382 byla 6411943 vo 1143786 ani 849737
mi 7559285 pak 6322052 ktorý 1040954 ho 793819
má 7497525 ze 5898536 jeho 1022330 bolo 789226
také 7288326 pokud 5842344 bol 926324 tu 771362
jeho 7279924 ani 5674096 bude 922604 i 755527
při 7159444 podle 5139103 ze 910030 so 742042
bylo 6895481 tam 5098763 mi 882506 ja 735404
ještě 6831030 kde 4922387 ani 849737 roku 734158
až 6802987 jejich 4717935 či 840464 zo 718430
není 6795056 toho 4652283 má 838858 pred 684540
aby 6637007 asi 4644219 však 810090 bola 659994
byla 6411943 ho 4626361 ho 793819 viac 653439

Vít Suchomel Web Corpora Aranea 2018 51 / 61



A Paragraph With Words Scored

Score = Sum of logarithms of relative frequencies of words in the wordlists
CS xCS SK xSK EN DE PL SL HR RU FR ES IT

Solo 3.35 3.64 3.34 3.56 4.36 3.92 3.84 4.13 4.23 0.00 4.23 5.72 6.23
Pieces 2.29 2.58 2.33 2.54 4.76 2.75 2.42 2.48 2.72 0.00 3.56 2.06 2.45
for 4.49 4.77 4.47 4.69 7.07 4.67 4.64 4.56 4.93 0.00 4.62 4.33 4.58
La 4.62 4.90 4.55 4.77 4.93 4.80 4.63 4.61 4.77 0.00 7.42 7.61 7.31
Naissance 1.12 1.41 1.05 1.27 1.69 1.32 1.78 1.18 0.82 0.00 4.87 1.26 1.71
de 4.96 5.25 4.92 5.14 5.28 5.15 4.95 4.97 4.93 0.00 7.69 7.85 5.63
L 4.95 5.24 5.01 5.23 4.80 4.74 4.89 4.61 4.74 0.00 5.39 4.88 6.29
Amour 2.59 2.87 2.49 2.71 2.83 2.95 2.52 2.56 2.72 0.00 5.30 2.51 3.18
je 7.16 7.45 7.15 7.37 3.55 5.44 5.77 7.51 7.50 0.00 6.76 3.92 3.49
soundtrackové 1.30 0.00 0.87 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
album 4.59 4.87 4.76 4.98 4.74 4.83 4.56 4.78 4.90 0.00 4.93 3.51 4.87
velšského 2.13 0.00 0.75 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
multiinstrumentalisty 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
Johna 4.07 4.36 3.93 4.15 1.33 1.13 3.92 3.88 4.05 0.00 0.56 1.19 0.00
Calea 1.66 1.95 1.59 1.81 2.13 1.38 1.46 1.54 2.03 0.00 1.35 1.53 1.52

CS xCS SK xSK EN DE PL SL HR RU FR ES IT
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Quick Evaluation: Comparing Corpora By ‘The-Score’

The-Score is the rank of word ‘the’ in the corpus wordlist.
• Basic idea about contamination of a corpus by foreign (English) text
• The higher the value, the better

Corpus The-score
csTenTen17 (a new Czech web corpus) 7,387
czTenTen12 (v. 9) (the predecessor) 730
Araneum Bohemicum Maius (v. 1.3.61) 517
SYN 2015 (Czech national corpus) 1,145

The comparison is based on just a single word and is a bit unfair since word ‘the’ is a
part of the frequency wordlist used to filter csTenTen17.
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Issues of Web Corpora – Summary

• Unwanted content
• Boilerplate – Boilerplate removal (heuristic or site style)
• Non-text – Non-text classifier (supervised learning, syntax check)
• Mixed languages – Discerning languages (word frequency lists)

• Duplicates – Near-similars deduplication (shingles of word n-grams)
• Human errors – Do not matter much
• Technical issues – Check the corpus well
• Unordered, messy ⇒ What is inside? – Topic & genre classification

(supervised learning)
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Another Set of Free Text Processing Tools

NLPC MU & Lexical Computing corpus tools: http://corpus.tools/
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Sketch Engine For Language Learning

• Free web application for teachers & students
• Light Version Of Sketch Engine:

• Concordance, Word Sketches, thesaurus

• Filtered corpus (quality sources, less profanity)
• https://skell.sketchengine.co.uk
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Available In Multiple Languages
English, Russian, German, Italian, Czech, Estonian

Sketch Engine for learning Russian
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Discovering English With Sketch Engine

A corpus based approach to language exploration
A book by James Thomas
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Conclusion

• Web corpora bring the size corpus linguistics needs
• Most issues are dealt with

• Non-text still a challenge
• Try Sketch Engine for Language Learning

https://skell.sketchengine.co.uk

Thank you for your attention!

Photo credit: Kathleen & Ryan Rush
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